FroltRE

- Bk, 1B5. XAHHWSRERIESHY
- B AT mRE AR BPALS ARG
- KMERER, REFESE/LRIME
- ARYEZIZEER, AW _ERIWSRATLIE
- FUNIBARAYARIN EECIRAMNERIE R AIAR N 2 5B (R

Rl (xq, %, oo ) HIRAUIREER, RILARBSMHEIRATIUTE:

p(x1, %2, o, x7) = p(x1) - p(xalx1) - D(x3lx1%3) oo p(XplX, i X7 1)

Xj-(xl) xZ ey xT)i&'fi-@*E ] 1%?5231?1:%&2595@)\(351; x2) LIl xt) I
B2 p(xy, X2, o) Xt Xp41)

P(deep, learning, is, fun) = P(deep) P(learning | deep) P(is | deep, learning) P(fun | deep, learning, is).



PRyl miss

x MKERIE — IPNRIZIRYEERE, RERISHEREE IEIEEUER, HIESIAR
L EIEE
P(x¢lxg—1, ., %1) = P(x¢|he—1)
Hrhh, _ 2EHZ (hidden state) , tBFREEZ S (hidden variable), BFf#
THHEEt — INRRAER. BE, BHAITIETIHFIRIE A F5TRIBIRRIAES
he— 1 RITERTEZ A FAAI AT BIRUBSIAZS
he = f(xt, he-1)

ToRIRSHIEEME (21EER)
H = ¢(XWyp + by)
0 = HWyg + b,
BIEEENHEME (BIAEREIE) -
Hy = ¢(XWyp + Hi_1 Wy, + by)
Ot - Htth + bq
Win, Whp, by,

EFERTIEIE
t&EREtERERY




TEIAHREEMILE (RNN)

Hy = ¢(XWyp + Hi_1Why, + by)

Ot - Htth + bq

SIANHy_Whp, Wy 38E3KH A0H, 1 Z[BIR9RZR, H,HARE T FIIERIH
RIEYEICRIASEER, MAlEZHEIRTEE ML MEAATEIZZ. HBIRTE
LSHRINSATT RS RN — NI REERE, Bt EE2EIA.

Wit

I 3

o
—| p

1
J

|

?ﬁﬂ)\ Kr—I

M E AN RY
TEERE

X TR
R BUERRE

H, [

il

]
J

x.l'

J . swm

l

| II.'+|

Xr+|

—

Bigo2E— LR E, WE H, ~H,_yWY,

ES



IS (I HETRIMPERIZEGRU)

RS BT N HISRIREROX AR EMEINE, (TITERRIAS.
HEH, XENHETFEIR. 605 | NAMVIEE TEERIFRIAET], E
BRIRE T HEERE, BB EIRERIER

R; = J(th:r +H; Wy, + bf‘}r 4 N\

Z, = o(X;W.. + Hy ;W) + b.), b . ©O—0 "
BE[JFEHI], o = sigmoid | Ca©
SEINBEIE0, 1] C@}lq Tf”l T*;jnl Jh|..... -
H, = tanh(X,; W5 + (R: © He 1) Wi + by), | 7 7 ) f,
{RIEPPRSH, , SR FT 10T, - y
Hie = BHI B L R 2% BAX

H,=Z,0H, ,+(1-2%Z,)0H. e #rasi® O wamess )} os8 7 s
B 1Z 12| IR SF YRR L B \ .
SR, 7 Br1RT, B2, N EREARRTESLITRNEERHILE:
REURR T RAREIBIAE - BB BITHERESPRIFEHIKEIR R

(RIEEIENTHER) |
- B VBT RIRFS PRI KEMKEIR &
(REEEER) .



IR EENLE (IKIEHRICIZMIZELSTM)
e _

KIEENCIZMNBANR T RSB FIHEVANZE ], KEEHCIZMNESINT id
1Z7¢ (memory cell) , BiEFRALET (cell) , BLENXHUANICIZITRRRINS
F—FERssE), SSERISESHEENRIR, EikitBrIERTFCRMn

=B
Eg1|:|luxo i?lllz p @ _r(:\ -\‘ Cr
I; = o(X;W,; + H; Wy + by), Coi O/

F; = o(X;W.5+ H; {Wps+ by),

O; = o(XtWzo + Hi 1Who + by), ﬁ‘Fﬂ ﬁm‘j EEEM ﬁﬂm

S TR RERE, WA, s el el

El JMEE ], e = s 7 3 7 ] )

sigmoid FHNIRETEI[0,1] RN 0

C: = tanh(X;Wae + H; 1Whe + by, B X,

= LTE%?}EF G E g FREEM ) memaws ) osw 7 s

{REICIZTTC, EHE NAIRZAR i

R H, = O, © tanh(Cy).
C:=F.0Ca+LOC. REEH 3T, ?MJT}E EIE B UG AT

A BRI R ERATINES, TR
R R iy AR
TR BB



TR T S

HIARIEIAMERE MERIFAISEI 7 R IEHERVERIR, T E WAIRFIZIESE]
(B =eEnE) [ EmAFRFIE R RKEEE IR, A TEIX

MSSEIRVE N, IR T fRiEse——RFEDERR

PN

fmides (Encoder) @ ZBE—PMKEARNFIWENBIAN, FHEEEMUNES
RIS (BB IS RIARGIZIRENMREDE) .
#5385 (Decoder) : RBEIEMRAVRIBPRSIRETENRETZNFS (BHEHES

.
-

LEIBES

o
C

R

BRI EESRET R ASSIERFRISIRSA) .

r
-

fEi9es

> i

LGP




B ERHEREami0ss-iF888 (Seq2SeqF )

LAFLEEEIEAG], B ERmYss—REDaa 2Rt sEil Seq2SeqhIZ >

LR faioes
lis regardent . <g0s>
— = = 3= . = —| 3=
-t t 1 +1+ vy tr ¢}
They are watching . <eos> i ; : |
<bos=> IIs regardent

WNEZFERARNNIENIRISSSFOREDes AU 2e8hFEEL, Hrp<eos>H<bos>73 3l
=FHRIERAFIE. RNNGRISsERKETTANRIUWENBN, BEEHR
NEERIRARRIRES (BRAREERIAT) . REHIZAIRNNAFESEETH
NFFRRIBE R FES E4E WAYs AR ANE ST T~— .

i E R A E R

BB RMARBAZT TN EZRRIRGS EF E—RAIFN, ETFNERRIRES
he = f(xe, he—q) St =91, €,5¢_1)

IRIERIRSE, L TN = RiEL BTZIRBRIASERTUNNE (2%
c = Q(h1; "')hT) j:%)%)

0 = softmax(sywsq + by)

BRI Fc = hr, RBRIT&HE—1RERE ,



B F BN ZEREHRI0E-ABI85E (Seq2Seq: ) :%%%

e
T R IR
BRSNS BT E RN, _ERERERS

he = f(x, heoq) St = 9(Ver_1,6 S¢1_4)
IRIERSIASER L T EC RIE N ZIBIRIASERTFUIE (21F
¢ =q(hy, ..., hy) =)

0y = softmax(s,/Wsq + byg)

TR CEEE

EEERE

lls regardent .
nx B - AR xn ;Hg{gﬁ}ghﬁ}ﬁgiﬁiﬁ
They are watching R i j | | |
<bos> Ils regardent

AR AR
f f
" =l



x A

EZNE (Attention) :%@i

AR THREER, RAEYRIBANBIR, FEENDEEIRSEIER
A REIRSREERIFI AR,

EMF LREREDRS . IEBEERFTIEERER

N

[RA

FEEEMRR (LLBINEFR)

BEMERER (BHREES)



F= & (Attention)

ETHEYEEMRRTHMERLES TSI HIESE

a & i
(EEELE) (EEBEHN)

| EED

IS N

A
- A
‘\.
i —t’
=i ]

(BEEER)

BAONEBISEENILRE &Y (AEMHRR) & AEBEXRRT) £67%
(EERRIRIILYS

—itg, LIS E (EBRAN) RS
FEIDICERI—RRRE: f(x) =X8, alx, x)y; NEETEHEIERT SR

Hex 2818, (v, y)2REX, TRy NN, BEIEFEy,
ZIERXRZEEFEEINE (x, x;)

10



TS5 (Attention) %:;%

’Vu AY‘

R ILRIEFRIA

e - (r— ik

THES  omw

:

|

AL

—

=i |/

BRgBE— 1" &iflq € RFIMD "#-E" ke, v1), ., ki vn), HFk; € R¥
v; € R7. RIS HERTAERIINAN:

f(qr (klrvl)ﬂ ) (kmr Vm)) = Z a (q, ki)vi e RY
i=1
SHE AR EROINE (58) BESERNTS BRI NTRR
BpitngE, BEidsoftmaxizESEIRY
N T S|
%%ﬁ}%%%% a(q,Kk;) = softmax(a(q, k;)) =
B9 f R AR
S TE) 11

exp(a(q k)
ST exp(a(q, Kp)




iES & (Attention)

R ILRIEFRIA

- exp(a(q, K;
F@ k1, v2), o, B V) = Y @ (@ kv, € R, (@ k;) = softmax(a(q k,)) = —PLH@K)

Y= exp(a(q, k;))

R E WA ER 1T R a:

LEFNREAEKENXTEN, JLMERIMMEERNENFLRE. SEE
18g € RIFO#Ek € R, MMEZEET (additive attention) AIESERE:

a(q, k) = w, tanh(W,q + Wy k) € R
HApraZIWSEEW, € R™, W, € RV Fw, € R" , BIW, W, BKEAR
EfYq, kRETRIBRII=IE, FEREINSE(IEEER, MEFERET—ZE
BeRIHl, (MLP) (XN ATUFRINEW, SR EaFNEAEX .

FERRAR LSRN B E ST D RE, BRFFRRFEXREENMNERES

HERKEd, NRETEAERENE, SRNSEERZERERENS
MTMRARL, HAIERERFRLAVd, W= EE7 (scaled dot-

product attention) FESRRE:
a(q, k) = q"k/Vd.

IMEEEIESTHENEE CET e, kZERIBLEIRRR, MAERRIRES
HNNZRARBELEIZHHIEIEXRER. 12



= HNE (Attention) +RNN

ERIERZAOVAEENMEEAS, ERiDastIfREeR BRI ERRIE X
¢ = hhRFEARKEMANFIIRE—1E0E. ATSERLE, BMAFILEIRESER

IIZBIMARBERR, L TXERIwERNLTX:

Cpr = Z a (S¢—q, he)hy,

IEE It EPEE AR E T, ErhEialS e — 1A ARRAR Rk Ss,
Sz, EEEERShL RN EE, RN RIS

fmiS s RIS RR
TEREE
X wmHE Tl [ > P20
A } A
BAE FEN N
t t
i B

13



L 224

EEMNEl (Attention) +RNN

A TSRS A S S0 SR Sk 2

Artificial intelligence refers to the intelligence of a machine made by a human
beings

e = [ = R

tO A

e » [~ e
t

t1 T

ErrE» > I
t

{2 s 14

ICiZEF

A [0.03,0.2,04]

T [0.03,0.2,04]

% [0.03,0.2,04]

85 [0.03,0.2,04]




L 224

EEMNEl (Attention) +RNN

A TS8R A SIS kA e R kA 2

Artificial intelligence refers to the intelligence of a machine made by a human

beings

1ICI0EF
A [0.03,0.42,0.4]

T [0.28,0.02,0.4]

& [0.53,0.87,0.6]

#E [0.03,0.02,0.4]

/

0.28,0.02,0.4 D708 intelligence
© =» R N = I

T Artificial Artificial
[0.63,0.7,0.4] to

%8 [0.53,0.87,0.6]
7T B Refers
#E [0.03,0.02,0.4] Q » FEfRES » 0.63,0.02,04

*

\ intelligence intell
0.03,0.2,04 ntefligence t1

15



Bi¥=/ (self-attention )

FEFFH, Fi8. BREERBLARNN AEMN RIS 0FiEss. A
RNNEIR REEMIN— 1 ETZIRVEDE, TEATMAHTIHE. ZEEXXFTERYMmALL
EERFEDISIFTIONCKFD, AT ASCHIZSUIRNNATRR, XEE2EE
7 (self-attention)

RNN Self-attention

EIRNNAUFEZIY—HE, self-attentionfY%iH F5 YR EE
BIAXZ BIRYKELER.

BEEIENE, self-attentiontta] ABEZIGEIER (W
FIRNNE AT LASCHUX AN AR )

Self-attention;ZH RNNXIBI— MY ZIBIEHRAFR R ,
e UASEHI A RIEFH 1T

16



Bi¥=/ (self-attention )

FEFFH, Fi8. BREERBLARNN AEMN RIS 0FiEss. A
RNNEIRRBEA—NETZIBYEEE, AL TR, EEXIATBRIEAEL
EERFEDISIFTIONCKFD, AT ASCHIZSUIRNNATRR, XEE2EE
7 (self-attention)

The The_ The animal didn't cross the street
Lzl animal_ because it was too tired

didn didn_

1 1

Cross Cross_

the_ the_ Attention

street street_
because because_
it it
was was_
too tDl.'.‘l_ . .
ire fire The animal didn't cross the street

d_ d because the animal was too tired

17



BifS/ (self-attention ) itRiIIE

- Self, BEIHAXBIQOKVATEIITFE

Input Thinking Machines

Embedding X0 ] XL L1

Queries o+ [T a7 we
Keys

Values U1D:|:| vzl:ljj wv

18



Hif=

( self-attention ) itELZTE

Attention, JCEERD (I0ACKkED)

Input

Embedding

Queries

Keys

Values

Score

Divide by 8 (/d;. )

Softmax

Softmax
X
Value

Sum

Thinking
x T
a [T

LT ]
vi [T
q1c =
vi [T
z [

Machines
x. [
q: [T

L 1]
vo LT
q1l —

V2
z LT

19



ZL 8= (self-attention )

ZAERNHLMERBEESARIIQKVEILTIE

X

Thinking
Machines
ATTENTION HEAD #0
Qo
Wo@
Vo
WoV

ATTENTION HEAD #1

_01

V1

w4Q

W,V

20



ZLBiEFS (self-attention )

F—LEE— T EXRBANEE DAL

X
Thinking
Machines
Calculating attention separately in
eight different attention heads
\ 4
ATTENTION ATTENTION ATTENTION
HEAD #0 HEAD #1 HEAD #7

BNEREFETTNHEE (8MNERSIEL)

21



x A

ZEFED ( self-attention ) ;‘%%%E

'Iu AY‘

.
BAIREETRAIAGN—RE, LEEERSTEE

1) Concatenate all the attention heads 2) Multiply with a weight
matrix that was trained
jointly with the model

X

3) The result would be the ~ matrix that captures information
from all the attention heads. We can send this forward to the FFNN

i ZeT LAB AT A AR ER IR S

22



ZLBiE=H ( self-attention )

IS

1) This is our 2) We embed
input sentence* each word*

Thinking
Machines

* |n all encoders other than #0,

we don't need embedding.

We start directly with the output
of the encoder right below this one

W, Q

3) Split into 8 heads.
We multiply X or
with weight matrices

W,Q
1 WoK
WV

L\W-K
w4V

e

4) Calculate attention
using the resulting
Q/K/V matrices

Qo

Q1

H?H::ﬂK{h

5) Concatenate the resulting ©~ matrices,
then multiply with weight matrix to
produce the output of the layer

23



Z&ixEN

ki, SEEEENER, BANENESEH, R(IHEEETLETHEE
RIESDNHEZEIZARNITAH, AEBARNTAEMIRESER, M
FHIANSISEERMKERER (FIR0, RIEEEEINIKIEREAKERER) . R,
FERONGIEASFERER. BAERNAE FEZ/EET (representation

subspaces) AIBEREB Y h,
HEER , W, | i | € RPo,
k > 0
hi — f(wl(Q)q’ wl( )k, wi(v)v) = ]va, 7 hh
£3-08 E3-9)
b b h b b b
FiElEE FiEEE FiElER FiElE FiElEE FEER
=if] i i

Eﬂﬁ‘?’ﬁ%ﬁﬂﬂ’ﬂhéﬁxﬁﬂ’ﬂ Z£#%=Z (linear projections) REITHRER. FH

24



Z&ixEN

SERE
AL, &8, A, t HiEtsk, R
Hes, 8= =T S

9 8
%}Eﬁ%‘aﬁm)\%ﬂiﬁﬂj%E’ﬂ*ﬂ%%ﬁﬁ%fmtﬂ;l%

25



MWELERMERLEE. BRMENESHIRTIED

O(knd”2)
O(n)
O(n/k)

O(nd"2)
O(1)
O(n)

O(n*2d)
O(n)
O(1)

KRt e
FHTIH BN

RENRARZRKE

26




Transformer

« Transformer=£ETFT=HHE,
B IHUGIRESEINMRENEE,

 TransformerfURASzs 1fFMDEs 2E
FRIFEIAEREINMAAY

BTEESERNTFE (FEXRTN
sublayer) , B—"1"TERSBXLHEIED
(multi-head self-attention) j[C&; 1
FEREFEHIFIZMEE (position-wise

feed-forward network)

DRRABAL I THeEEREFNIT—1E -

o INAYR{EEFZResNetfUFkE15E

o IFI—ERFRIEMALEEN D EHEERE,
RS, ANEIFCVIES, FFUE
EhE R ELayer-Norm®

*Batch and Layer Normalization | Pinecone

Qutput
Probabilities
~
((00e Nom )~
Feed
Forward
e ™\ Add & Norm
r—>— :
WENENN Multi-Head
Feed Attention
Forward IS Nx
 S—
Nix Add & Norm
f—>| Add & Norm | Masked
Multi-Head Multi-Head
Attention Attention
—r At
— J —
Positional D ¢ Positional
Encoding Encoding
Input Output
Embedding Embedding
Inputs Outputs
(shifted right)

27


https://www.pinecone.io/learn/batch-layer-normalization/

Transformer

1.8k AJB (Embedding)
BRI EIERE NEEEIE (RE)

One-hot4ghg :

Car ->[1,0,...,0]

Vehicle ->[0,1,...,0]
C;r};hotéﬁﬁ%HjE’\JﬁiEZI‘EﬂxEEﬂS‘ZﬁﬁEI’\J, RIAT X
BX

[ EmAS:

Car ->[0.9,0.2,...,0]

Vehicle ->[0.8,0.3,...,0]
(EREZENBREERITFDAH TRG, BEEHEA
BENXRERIE RS H R ERIT{UAY

MARME—TEERR, BA—IRERE
ATEERIXI A RY R &

Nx | —(Add & Norm )

P

~
Feed
Forward

Qutput

Probabilities

ftmax
inear
'\

-

Add & Norm

Feed
Forward

Add & Norm

Multi-Head
Attention

—

J ) Nx
| Add & Norm :

Masked

Multi-Head Multi-Head
Attention Attention
At tr
o J —
Positional Positional
| & @ .
Encoding Encoding
Input Output
Embedding Embedding
Inputs Outputs
(shifted right)

N



Transformer

2 f\IE%mf8 (Position Encoding)

x A

s B
e o
1952

’Vu AY

=

0

Qutput
EEa:S€|f Attennonl__lﬁj-#'f-_riﬂj)\n/\*iz: {rﬁ;& h{_[% Probabilities
=0, EIEIN SRS,
S t - e pies = COSC t -
10000D 10000D
oo Fead
Forward
——— ‘
Multi-Head
Feed Attention
Forward ¥ ) Nx
| —
Nx | —(Add & Norm ) ==
Masked
Multi-Head Multi-Head
Attention Attention
At _tr
] J L — )
Positional D Positional
Encoding (:- Encoding
ThpuT Ouiput
; " o - S ) p Embedding Embedding
Embedding Dimensian I T
Inputs Outputs
0 000 (shifted right)
1 | oo | SHBITHEIGRES, SUF'
2 [ o0 | (UBTHAGRER
3 011 29




Transformer

3.5 (Multi-Head Attention)

Linear

% MatMul )

[ Softax ]]

K Vv

1Q |
:Wq [Linea r]] Wk [Linea r]] Wy [Linea r]]’

L___&__ _ _ _

—

fo

EncoderfJAttention
LRI @R Attention

Qutput
Probabilities

Softmax

Linear

e ™
Fead

Forward

s ~\ Add & Norm

_ -

sele & e Multi-Head

Feed Attention
Forward I ) Nx
I Add & Norm :
Nx T

iﬂw Masked

Multi-Head Multi-Head
Attention Attention

—— At

C— J — )
Positional Positional
Encodi ¥ & i
ncoding y Encoding

Input Output

Embedding Embedding
Inputs Outputs

(shifted right)



Transformer

3.5 (Multi-Head Attention)

1

Linear

1

Concat

il

(ﬁ MatMul

Softmax

Vv

Wv Unear’

T,

Decoderf5“*"Masked
Multi-Head Attention, 3|
FTMASKSLEEEI B RS
RS

AN T 8B 8

£

LY

V3

Qutput
Probabilities
[ Softmax
Linear
e ™
[ Add & Norm
Fead
Forward
s ~\ Add & Norm
rﬁIIIiIIII -
sele & e Multi-Head
Feed Attention
Forward Nx
——
Nx -
r—>| Add & Norm | Masked
Multi-Head Multi-Head
Attention Attention
At
C'_ J _"J
Positional D Positional
Encodin & i
g y Encoding
Input Output
Embedding Embedding
Inputs Outputs
(shifted right)
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Transformer

3.5 (Multi-Head Attention)

1

Linear

1

Concat

il

(ﬁ MatMul

Softmax

Vv

wv | Linear ’

T,

DecodersaFgNAttention,
— I ESelf-Attention, B—
N ECross-Attention, Key

FValueSEEHEncoder
A Artificial
T » Intelligence
refers
-
8

F

Qutput
Probabilities

Linear

'\
[ Add & Norm
Fead
Forward
s ~\ I Add & Norm F_:
_ -
sele & e Multi-Head
Feed Attention
Forward Nx
——
Nx Add & Norm
r—>| Add & Norm | Masked
Multi-Head Multi-Head
Attention Attention
At At
-~ .

\. J J
Positional D Positional
Encodin & i

g y Encoding
Input Output
Embedding Embedding
Inputs Outputs
(shifted right)

32



Transformer

4. IN&FEAL
n: {&2SResnet
B REHIED

ResNet5 U\ﬁ»%%%ﬂ:, (EZEIS

weight layer

X
identity

AE . LR MIFIHEE
x—FE [x] -
\/ Var[x] + € '
E[x]: 98
Var[x]: BZE

Y, B: AIFEISH
e: le ®fplEHEF N0

PILRHF 2R

i=|
=

st

=]

B

S

Qutput
Probabilities
Fead
Forward
s ~\ Add & Norm
_ -
sele & e Multi-Head
Feed Attention
Forward I ) Nx
—
Nx Add & Norm
|| r—>| Add & Norm | Maskod
SR (s3] Multi-Head
Attention Attention
At At
C— J . _“J
Positional D Positional
Encodin & i
g y Encoding
Input Output
Embedding Embedding
Inputs Outputs
(shifted right)
33



Transformer

5. BITRMZE o
g&:g$g§@(@¢m§%m%m§ﬁ%@ﬁm: Probabilties
AUIRMZE . REEE

Softmax

Linear

e ™
(WA
Fead
Forward
s N\ Add & Norm
Multi-Head
Feed Attention
Forward I ) Nx
——
Nx Add & Norm
r—>| Add & Norm | Maskod
Multi-Head Multi-Head
Attention Attention
At At
-~ .
_ \. J J
Y = Relu(xW; + by )W, + b, Positional s ¢ Positional
Encoding y Encoding
Input Output
Embedding Embedding
Inputs Outputs
(shifted right)



Transformer

TransformersvfEncoder-DecoderZ2#4)

| am a student

4
(F’ ' I 1\
ENCODER > DECODER
. \ J
) 4
's ' ™)
ENCODER DECODER
“ . w
4 4
's ' ™)
ENCODER DECODER
\ \ ~
7'y 4
s ( A
ENCODER DECODER
" \ J
7'y 4
{ { 3
ENCODER DECODER
\ \. -
7'y 4
s ( h
ENCODER DECODER
. o J
. Y J

Je  suis étudiant

B 1 Encodergl & :
B \Decoderg &

—ANEZLBFES], —IFFN
— ™ MaskedfZLBiFE,
— NI YFEST, —FFN

Qutput
Probabilities

Softmax

Linear

e ™
Fead
Forward
s =\ Add & Norm
_ -
sele & e Multi-Head
Feed Attention
Forward 7 7 Nx
—
Nx Add & Norm
r—>| Add & Norm | Masked
Multi-Head Multi-Head
Attention Attention
At At
C— J ——'
Positional D Positional
Encodin & i
g y Encoding
Input Output
Embedding Embedding
Inputs Outputs
(shifted right)
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Transformer

TransformersvfEncoder-DecoderZ2#4)

Decodingtimestep:@Z 3456 OUTPUT
Decoding time step: 1@3 4586 QUTPUT
e ) t
( SlCagiS0Ttmax ) Kencdee Vencdec ( Linear + Softmax )
ENCODER ) [ DECODER )
4 [} ENCODERS DECODERS
ENCODER ) [ DECODER )
o J
EMBEDDING EMBEDDING * * f f
IO [0 O wrhtve LI LTD) L b
WITH TIME SIGNAL
SIGNAL
EMBEDDINGS [ITTT1] [ITT S I
EMBEDDINGS 111 111 1]
INPUT Je suis  étudiant PREVIOUS
INPUT Je suis  étudiant OUTPUTS
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TransformerBJiMiE

FTXJEFACNNFIRNNIZ TRV INEREABE B AT Transformerttk

 TransformerPE XEE[EFMEG, MBEPRISHEERE t—ZE89PELE
g, %ﬁﬁlﬁﬁﬁ’]bu@a% %Ewﬁﬁﬁzﬁgﬂiﬂ YR

RIERD, ITBREESR.

« STRNKITRYIN %%uuikéﬁlufx“xs):, XJFtransformer3&iiiiE,

ZISS'ZEI'JJ\WK
teH T ReTransformer, EFReRAMAERITEZEYY, BAFINLE
TransformergJHEIR

- (FRREMES RN ERIRNERNFEMERE, BREEEKE, IR
SIEIR

- (ERFENITEIIINZETERSCIE S softmax
o FIEPERAYIIKEGRIE

[1] X. Yang, B. Yan, H. Li, and Y. Chen, “ReTransformer. ReRAM-based processing-in-memory architecture for
transformer acceleration,” in Proceedings of the 39th International Conference on Computer-Aided Design, in ICCAD '20.
New York, NY, USA: Association for Computing Machinery, Dec. 2020, pp. 1-9. doi: 10.1145/3400302.3415640. 37
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z &
,s;@“ %{*

Al
TransformerB9NME N
(d) 4
: - MatMul t=0-]

Muhl'head. Lineal’ Sa) il =\ FC/CONV

Self-Attention ¥ . (QW - Computation
Cor;at | WQ KT | D MatMul Computation

- @

Scaled Dot-Producy—L — W —=.. @ frou

Attention MatMul = T : et : :

y . 4K J Write Intermediate Result Trainable Weight
. A4
m time Out = R, - W, Intermediate Result

(b) FC/CONY ~ —me
(b

QK V=X -Wp,X WgX-Wy.

Attention(K,Q, V) = softmax(

so ftmax(x;) =

Xj

de xj
j=1¢"

Jr

Ry

~

R, & e

—E»Wl —»W2 —>W3 %—9 |

.+ KR

BER, FEE

Output

Write into ReRAM
Device

I EE )

ReRAMEFTTRIZ, 1&IREINSIER
+ SoftmaxfVITEISRIRANIEEEE, W
AEAVERFERITESS

HE RIS (BIRRHAS)

[1] X. Yang, B. Yan, H. Li, and Y. Chen, “ReTransformer. ReRAM-based processing-in-memory architecture for
transformer acceleration,” in Proceedings of the 39th International Conference on Computer-Aided Design, in ICCAD '20.
New York, NY, USA: Association for Computing Machinery, Dec. 2020, pp. 1-9. doi: 10.1145/3400302.3415640. 38



https://doi.org/10.1145/3400302.3415640

TransformerBJiMiE

ReTransformerZ2#4 :
Softmax
X;
#softmax(x) = e : Memory Subarrays
. Zj e’ “, %
Scaled T
’ uffer Subarrays
Dot- _Scale \ !
Produgt .'." ‘scale(x) = factor - x “ *
Attention | -, s Processing Subarrays
"] 1 Hybrid Softmax
sMatrix-Matrix Multiplication E
R= Q 3 KT Q‘ ﬁ ReRAM-based Scale

: T +.| _ReRAM Crossbars
Feed Vector-Matrix Multiplication b AI lj l:] l"_"]
-9 L 4
Forward y=x-W

[1] X. Yang, B. Yan, H. Li, and Y. Chen, “ReTransformer. ReRAM-based processing-in-memory architecture for
transformer acceleration,” in Proceedings of the 39th International Conference on Computer-Aided Design, in ICCAD '20.
New York, NY, USA: Association for Computing Machinery, Dec. 2020, pp. 1-9. doi: 10.1145/3400302.3415640. 39
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TransformerBJhMiE

- (ERIREEFD RRREIERR
(a)lnitializgtion Inference time

Res=S§-V

P=S-X Res=P-W,

Computation S = Softmax(Out) D CWC dependency
Out=Q-K' =Q-(X-Wg)" = (Q-Wk") - X".
Res=S-V=S-(X-Wy)=(S-X)- Wy =P -Wy

[1] X. Yang, B. Yan, H. Li, and Y. Chen, “ReTransformer. ReRAM-based processing-in-memory architecture for
transformer acceleration,” in Proceedings of the 39th International Conference on Computer-Aided Design, in ICCAD ’20.
New York, NY, USA: Association for Computing Machinery, Dec. 2020, pp. 1-9. doi: 10.1145/3400302.3415640. 40
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TransformerBJiMiE

« HFReRAMHJE A Softmax

1. BHE%, 0. BT, XFKIRE

Veer

YPRPPPE:
Kﬂ E““"‘ i;_ml A B.ATB i;L E Giut
. 0 | 1[0
#1814 A T s
.......... e N S . NORAIXOR
Ipzfrd Mﬁ I h ,ﬁ; & Aj 2

§ " § ATB a| B Aﬁ
I & I

(b) XOR

[1] X. Yang, B. Yan, H. Li, and Y. Chen, “ReTransformer. ReRAM-based processing-in-memory architecture for

transformer acceleration,” in Proceedings of the 39th International Conference on Computer-Aided Design, in ICCAD '20.

New York, NY, USA: Association for Computing Machinery, Dec. 2020, pp. 1-9. doi: 10.1145/3400302.3415640. 41
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TransformerBJiMiE

x A
f

NS

'Iu AY’

« HFReRAMHJR A Softmax

C1 €23 C56 C78 %10 cCn

® ®) sialbatey oy XOR Cony Copy. [Couy| Copy
o S "ol ol S
Ay (1T A, s A A @B, NOR
i A Al &
A —>— :
B, r 1 A<BA>B |a, B, A; A: @ B, NOR
- = | SN &
Byi—% A B a. A, @ B, N
Py > ot 3 s 3 NOR,
B, —
Ay INV | NOR
e S &
7 .
B, —— = cn3 | o
INV. NOR
(© ) e Cl4 CIS cCI6 €17 Ci8 €19 cu ca
A s Max, ~InRlEGOR e wre NV NV NOR NOR NOR NV
A>B— 2 3 A . B JA<B |4 B NOR | NOR | NOR | INV
= p 8l SN S S O S S S S
A<B :
AI&H, A>B A<B A B, NOR | NOR | NOR INV
A, s A>B A<B r B NOR | NOR | NOR INV
i | S SO S S S S
'y : A 2 W= WER B NOR | NOR | NOR | INV
Bs_i";,.ﬁ = A3 )
A<B : yl
T T

Ext' exi_xmax
softmax(x;) = y =—
kX YOk eXiTXmax
Jj=1 Jj=1
di
= exp|xi — Xmax — log{z gXJ Xmax )|
Jj=1

ReRAMIELIISR K(ERIER, ME
FFREHFERIRZRsoftmaxit
:H-—I:I%

[1] X. Yang, B. Yan, H. Li, and Y. Chen, “ReTransformer. ReRAM-based processing-in-memory architecture for
transformer acceleration,” in Proceedings of the 39th International Conference on Computer-Aided Design, in ICCAD '20.

New York, NY, USA: Association for Computing Machinery, Dec. 2020, pp. 1-9. doi: 10.1145/3400302.3415640.
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TransformerBJhMiE

- BHRERIEE

(a) Layer Granularity time N
{ERRDRAERE
Pt M (compue R= @ W [
Engine 1 \
6‘% R[5, 0 : dpmoder — 1] = Ri[: 1]
PIM VMM =Vec O[0,(i—1)*dp :i*+dp —1] - Wk *

compute Out= R+ XT ]

Engine i+1 =Q[i,0:dg—1]- Wg".

(b) Finer Granularity

split & compute R=| Ro, Ri1, Rz, ...]

PIM VMM
Engine 1

PIM VMM
Engine i+1

compute | Outo, Out1, Outy, ...|
& aggregate to Out

[1] X. Yang, B. Yan, H. Li, and Y. Chen, “ReTransformer. ReRAM-based processing-in-memory architecture for
transformer acceleration,” in Proceedings of the 39th International Conference on Computer-Aided Design, in ICCAD ’20.
New York, NY, USA: Association for Computing Machinery, Dec. 2020, pp. 1-9. doi: 10.1145/3400302.3415640. 43
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TransformerBJhMiE

4 -]
10 B Cowp. EF. ' ' 10

—_—
p—
[ ]

.

Find Max ]ﬂl 3 1UI

56%

(GOPs/s/W)
Power(W)

10” 100

Computing Efficiency

(a) Hybrid Softmax (b) CMOS-based Softmax 10 1

n—1
Total Power: 0.691mW Total Power: 1.023mW GPU 10

Pipel.ayer  ReTransformer

MHLL .
BRAFETHEE EBE: 467.68GOPs/s/W,
23.31xCPU, 3.25xPipelLayer

BE{EETHFE: 1086xCPU,
2.82xPipeLayer

[1] X. Yang, B. Yan, H. Li, and Y. Chen, “ReTransformer. ReRAM-based processing-in-memory architecture for
transformer acceleration,” in Proceedings of the 39th International Conference on Computer-Aided Design, in ICCAD ’20.
New York, NY, USA: Association for Computing Machinery, Dec. 2020, pp. 1-9. doi: 10.1145/3400302.3415640. 44
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TransformerBJhMiE

Attention Sparsity

. _lnultlmodal Transformer with Cross-Modal Attentlon_ Challenge1 (Attention Sparsity): Foatimad:
.y Single-Modal Cross-Modal il Low CIM Utilization in Pipeline StageD Long Reuse Elimination
BLom | ENCOders gtraam for Modal X _ENcoders i - Scheduler
] single- | |8 cross- | 8] | singte- | |& [[] reteasable [_] under-Utilized —— .
Nawral LUl Modal | 5]..Hs| Modal || Fl| Modal [+ 3] to] 5 G| | | Storeaqes | | | TO ken S arSIt
tangvae: | AttLayer| |o AttLayer| |0 | |AttLayer| |© I Kois Kt Ko Ko Ky Ks Ko K7 Partition ............ococoeeeeeeeeeeeeeccnnanns p y
There = w w w E
=R e g i | K | kK Kl K K
!;;}c ] 5 P b7 i Qs 1=l
= Single- g 4 | Cross- Single- E i @
Table -{»{ Modal [+ 5| f+» Modal » Modal el B3 H 1
el | aayr] o | atave| [ {adcarer il E Bit Sparsity
ream for Modal Y il % 5]
% -P_.—-» b_ : q: 3
Computing-In-Memory (CIM) Network ] Qs Technology TSMC 28nm CMOS
Pipeline Stages |, Pipeline StageD ar | ¢ Die Area 4.46mmx3.22mm
(Static MM: Generate Q,K,V) [ | (Dynamic MM: Compute Attention) Long reuse distance holds ka \_Reorder Short reuse distance Supply Voltage 0.6-1.0V
MAE Matrix Multiplicasion. e, 5 and lowers CIM utilization quickly consumes k»
—— e R Frequency 85-275MHz
Challenge2 (Token Sparsity): Challenge3 (Bit Sparsity): UGS S8 Tene
Token Redundancy and High Latency in Pipeline StageS Various Effective Input Bitwidth for CIM CIM Size 128KB
Many |n;g;ﬁqcaﬁt tokens Only keep s;r:cam tokens GELU(X) Effective Bitwidth Distribution Data Precision INT8, INT16
[ | Runtime Pruning .==- 20% Bit sparsity in MSB Work Mode Pipeline/Parallel
TuEr neanero vaiues | /" 29.83mW @0.6V, 85MHz
Many 10% Power
Allocate CIM n,. n,: Token length. d.., d.v; Embedding dimension of Modal X and ¥ 153.62mwW @10\’, 275MHz
o ““"Qm] IDLE ety IDLE : LLLLLLD ., Sk ot _' INT8 3.55TOPS
High latency in eak Performance
oy Generate Ky Generate Qy cioesrctal Input oM Input cm INT16 0.89TOPS
oyremid  Compute QxKy' Compute Qv-Ky' attention switch | | T T e EEEEEEEE] INTS 0.25TOPS/mm?
| % Area Efficiency '
N Ny 2Ny Time OLTIITTE, | yeigne 4 I — 2 INT16 0.06 TOPS/mm?
Symmetric Modal Overlapping : I T O I
Generate | Generatela; — 3 : : ' INT8 48.4-101.1TOPS/W
Aok Qc = (EEEEEEEE] I Energy Efficiency ** e R
dov o Ki | Feature2: Limitedbythe | Phpct® | Balance effective |~ e —
7 7 Ao Runtime Token Pruner + longest bitwidth input bitwidth VILBERT-base 2.24pJ/Token
Qx'Ky' | Compute 2 - n
v QK and Store @, QK Modal-Adaptive CIM Network Eastuiasi Energy/Token *
' " T e Conventional Bit-Serial CIM  Effective Bitwidth Balanced CIM i ot L i
*1: Measured at the highest performance point, 1.0V, 275MHz.

Bit sparsity is exploited since it's an inherent data feature.

*2: Measured at the highest efficiency point, 0.7V, 160MHz.

*3: Low point: Only bit sparsity exploitation. High point: Peak
efficiency evaluated on the VILBERT-base model with attention-
token-bit hybrid sparsity.

[2] F. Tu et al., “16.1 MulTCIM: A 28nm 2.24 uJ/Token Attention-Token-Bit Hybrid Sparse Digital CIM-Based Accelerator
for Multimodal Transformers,” in 2023 IEEE International Solid- State Circuits Conference (ISSCC), Feb. 2023, pp. 248
250. doi: 10.1109/ISSCC42615.2023.10067842.
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M ZA{ESS (Visual Question Answer) :i%fi;

HA2VOA:

VoA NMTFEIGIEM (cv) FIEAESIE (NLP) AIAZE. VoA (ESHIENEF
RH—MRFREIEEMAEGIEERR., ZFEYTUURBLA™MEIR:
EHinl, IB1E, TR, ZIRESRGNANIET.

Natural Language
Processing

Pure VQA—Zi& B 5 | NEi7MIcontext,
REPAN{E, [T, B}
tenerar Multi-modal MRC{ES S|\ T XS M%D
"R, BIEFEBAIESIER

Other
Textual [y
QA Tasks

Question
Answering

Computer Vision

MRC: #1288hEIE#E (Machine Reading Comprehension)
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MEEZF(ESS (Visual Question Answer)

VQAFITQARIRS!: HiREEEf AR

Visual Question Answering Textual Question Answering
Context: There is a cat and a dog
i in the image. A cat is on the table.
= @ | A grey cat. A black dog. A dog is
= 0 grey g 8
e & | nextto the fen. A plant is next to
o .
peg © | the cat. A green plant. The cat is
looking at the plant.
Questionl: What color is the cat? Questionl: What color is the cat?
@' | Question2: Which animal in this @ | Question2: Which animal in this
E' image is able to climb trees? =~ | image is able to climb trees?
o | (Extra Knowledge: Cat is able to ni (Extra Knowledge: Cat is able to
climb trees. ) climb trees. )
—i
g Answerl: grey t‘x?' Answerl: grey
-~
& | Answer2: cat & | Answer2: cat
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MEEEIZE{ESS (Visual Question Answer)

Why VQA?

- BRINZSHEGESHATEEREGMESINER. B GDE, Yk
i, s ERS
© VQANEREALIZEER, EhrEEE 7T —RFIRCVER:

. BE

Object recognition - What is in the image?

Object detection - Are there any cats in the image?

Attribute classification - What color is the cat?

Scene classification - Is it sunny?

Counting - How many cats are in the image?

ZRYa)ER

Spatial relationship - What is between the cat and the sofa?
Common sense reasoning questions - Why is the girl crying?

FEt, VOARBELCVELIEEtB ENNEME
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MEEEIZE{ESS (Visual Question Answer)

EmEESEL:

« MIEREFRBEFE (LSTM, GRU, BERT)
o MEHGPFIZEUFIE (VGGNet, ResNet, GooglLeNet)
« EAXEAHERER—NER (9FFILER)

(1) Contrastive pre-training (2) Create dataset classifier from label text
Fepper the Text ‘ o
auzzie pup —_— E G?Dd o % photo of » Text
LELUE - s | a iobject}. Encoder
T A h h Y
—» I Ii'Ty | I;'Ty | I1'Ts . I;- Ty
(3) Use for zero-shot prediction v v W v
—» I 10Ty | IpTq | 13Ty | . | IyTy T Ty T3 I Ty
Image
—>» I 13Ty I3 Ty _
Encoder : ge I T | Ty | T I'T
Encoder 1 1Ty | IrTy | I Ty | 1Ty
— IN I}I'Tl I}]'TQ_ IN'Tg - IN'TN 2 pahof'.ﬂ of
dog.

[1]A. Radford, J. Kim, C. Hallacy, A. Ramesh, G. Goh, S. Agarwal, G. Sastry, A. Askell, P. Mishkin, J. Clark, G.

Krueger and I. Sutskever, "Learning Transferable Visual Models From Natural Language Supervision," 49



MEEZF(ESS (Visual Question Answer)

cafeteria:0.01

B! yes:0.81

3 n0:0.15

people:0.02

Zhou B, Tian Y, Sukhbaatar S, et al. Simple baseline for visual
qguestion answering[J]. arXiv preprint arXiv:1512.02167, 2015.

« CNN
 BoW

red green chair laptop
0 © o o softmax
3
image CNN 1] v
multimodal
convolution

< sentence
O/ ‘ CNN

O S [ A

o 5 i l t L L g o
) \ W W e O O ) Vise
FYFYPIfTe™

how many leftover donuts is the red bicycle holding

Ma L, Lu Z, Li H. Learning to answer questions from image using
convolutional neural network[C]//Proceedings of the AAAI Conference on

Artificial Intelligence. 2016, 30(1).

* CNN only
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[A&{E5E (Visual Question Answer)

BINHERREFIRE

Y v

Malinowski M, Rohrbach M, Fritz M. Ask your neurons: A deep
learning approach to visual question answering[J]. International
Journal of Computer Vision, 2017, 125: 110-135.

« CNN
« LSTM

“How many horses are in this

4096 output units from last hidden layer 1024

Convolution Layer
+ Non-Linearity

(VGGNel Normalized)

Fully-Connected
"""""" uhy-Connected MLP

2X2x512 LSTM
1024

Point-wise ¢y connected Softmax
multiplication

Fully-Connected

image?”

Antol S, Agrawal A, Lu J, et al. Vga: Visual question
answering[C]//Proceedings of the IEEE international conference on
computer vision. 2015: 2425-2433,

 CNN
« LSTM

51




MEEZF(ESS (Visual Question Answer)

ETERNTHEREFEIERE

softmax [ ]

I

feature vectors of different
parts of image

IHE 1t

LSTM
O*O*Q*Q*O*O*é’

\
which is \ the\ brown bread ?

\ b

. i hyy\ Question: Query ;—\;- » pe; D
“ . What are sitting [T ; | 8 .

in the basket on + | + 2 dogs

a bicycle? : :_ | | 8
RO et B |
s ok Attention layer 2
attention terms a, ) convolutional

eature maps C(/) Yang Z, He X, Gao J, et al. Stacked attention networks for image question

Q: Which is the brown bread? answering[C]//Proceedings of the IEEE conference on computer vision

' and pattern recognition. 2016: 21-29.

« LSTM

ZhuY, Groth O, Bernstein M, et al. Visual7w: Grounded
question answering in images[C]//Proceedings of the IEEE
conference on computer vision and pattern recognition. 2016:
4995-5004.

« CNN
e LSTM
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MHEDEESS (Visual Question Answer) {%@*

EHF Transformerfl iR EZ I ER

B AR AR R

(1+1) (i+1) (j+1)
H e Hyy
s == @e——p—
—0{ Add & Norm I
Feed Forward
Add & Norm
Multi-Head Multi-Head
Mulu-H.ead Attention Attention
Attention Q. KufVw
. J . A
\ Visual =) & |Unguistic |
1)) e ool snosian b ol PRET S
) H, Hy

(a) Standard encoder transformer block (b) Our co-attention transformer layer

QKVERRE— A QKVEA [N
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MEEZF(ESS (Visual Question Answer)

EHF Transformerfl iR EZ I ER

moalhn2 Obh(c}tho!
e's e': | ..} e e'n . P | ...] P '«
=
fy =
Transformer

e e: oo [

J
f: f: e | fa f
e

?

° ° o

o « o
Aperson hits a ball with a tennis racket  [cts] o taas) sery S [T ) )

Li L H, Yatskar M, Yin D, et al. Visualbert: A simple and performant baseline for
vision and languagel[J]. arXiv preprint arXiv:1908.03557, 2019.

o
o
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(1) Contrastive pre-training

Fepper the
re Text ‘

aussie pup —_— BT
v v Y Y
—» I Ii'Ty | I;'Ty | I1'Ts . I;- Ty
— Ig_ Ig'Tl Ig_'Tz ]2'T3 . IE'T};
Image
—>» I I3 T I3-Ty
Encoder 3 ¥ 3N
L Iy IyT) | ByTy | IyTs Ly T

X

PORIERFZARZ BRYRE
T*‘_ﬁﬁZISZIEUE’JI‘]_E-;
IEEEE: RUKIES.

[1]A. Radford, J. Kim, C. Hallacy, A. Ramesh, G. Goh, S. Agarwal, G. Sastry, A. Askell, P. Mishkin, J. Clark, G.

RIAIE AN BREER

(2) Create dataset classifier from label text

B B photo of - Text
"l a {object}. " Encoder
(3) Use for zero-shot prediction v ¥ ¥ ¥
T Ty T3 I Ty
Image
I LTy | LTy | I T - LT
Encoder 1 1Ty | Ty | Iy T3 1Ty
L photo of
a dog.

HERNAYE, SEMENRD S
HEEEGEE, __[LJ\*I)JZZISEE
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ol
ZiEAImageBind %;%

’Vu AY‘

Y e
FAmAgS84EH): CNNFTransformer, EA S EENRIBIIE

EF SAEHREN LS ES

e s . SEZO0mnIMAERYIGE, SHRIBEIGFIN
SEIRN T 4 STERSRAVITSEHA,

RE ViT EERREENEIR

AN ViT EERRBENEIG

XK SKFECLIPHRHI SN A SR AR

1RER ASTX ESA TIRES, FHER
128 mel-spectrogram binsi&LA 16kHz
XY 2 P EIEEiR sEE., BT
IEEDEGREG N "HES,
ELEFRAER*NT KA 16 BEIESR
10 9 ViT

=L ViT

$2EVER X, Y #0 Z S E RO
gﬂ%’%&}ﬂ?%@iﬁﬁﬁﬂé IMU f’%‘; féﬁj
FH 5 #PRIBEEEF=4E 2K B(ajE <At
IMU Transformer IMU 528, IXEASEE R R A/NA
8 H— AT TR, ASH
TransformerZgig,

[1] R. Girdhar et al., “ImageBind: One Embedding Space To Bind Them All.” arXiv, May 31, 2023. doi:

10.48550/arXiv.2305.05665. 26
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ZiE&ImageBind

—
1) Cross-Modal Retrieval
Audio Images & Videos

KRR

)))
Crackle of a Fire
L D)

)

Baby Cooing
\

o
3

Depth

Text

“A fire crackles while a pan of food is frying on
the fire.”

“Fire 1s crackling then wind starts blowing ™
“Firewood crackles then music...”

“A baby 1s crying while a toddler is laughing
“A baby 1s laughing while an adult 1s laughing
“A baby laughs and something.. .~

RS
RSHEEE

. E%‘*E?éiiﬂz

[1] R. Girdhar et al., “ImageBind: One Embedding Space To Bind Them All.” arXiv, May 31, 2023. doi:

10.48550/arXiv.2305.05665.

57



https://doi.org/10.48550/arXiv.2305.05665

ZiE&ImageBind

Images Videos Text Audio Depth Therma!l IMU ~— Emergent Alignment

B4 O ))) ——— Naturally Aligned IMAGEBIND  [T)
' AR~

Web Image Text - ﬂ Depth Sensor Data |4 - @ Web Videos - ‘») Thermal Data Egocentnc Videos “ » u -
- ,

3 ;8 l

Sheep basking in the sun

BARRSHEREEX L ZE IR B B G ER ARIE]
HEZBJFSLI 7 XI55

[1] R. Girdhar et al., “ImageBind: One Embedding Space To Bind Them All.” arXiv, May 31, 2023. doi:
10.48550/arXiv.2305.05665.
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ZIRSEN SRR

YN a2Vl

[0.10, 1.200, 1.23...]

) [0.10, 1.200, 1.23.. ]

[0.10, 1.200, 1.23...]

-
{1
E

m) [0.10, 1.300, 1.23...]

A

'Iu AY

0.21
0.95 ¢
0.10
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Process vector similarity search

Extract feature vector via Siamese network
(Offline: weight feature vectors; Online: input query (feature vector)) (e.g., Compute L2 distance, Sort top-k)
Offline Processor & DRAM Store the entire dataset Processor & DRAM  distances (similarities)
' .

sEETm~ Siamese network I%H — Mo_ve out the
IsE iawEL = ‘,,;[7 — er;ﬂ:e;gia'tgset p t
“Briine Weight feature vectors | BSRIEHE s O ompute

e sore B L2 distance

l (= I D>
Input query (input feature vector)
I — W(*:j)”Z

von Neumann architecture

EREGEEES :
2 2 2
[x —will3 = ||x]|” + |lwil|” —2 (x-w;)

w3 —RA1, REEZETFx - w;, BIVVM, EEREE

[1] H.-W. Hu et al., “ICE: An Intelligent Cognition Engine with 3D NAND-based In-Memory Computing for Vector Similarity
Search Acceleration,” in 2022 55th IEEE/ACM International Symposium on Microarchitecture (MICRO), Oct. 2022, pp; /63—

783. doi: 10.1109/MICRO56248.2022.00058.



https://doi.org/10.1109/MICRO56248.2022.00058

Offline | Raw Weight Vector(s) (
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